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Chapter 1
Introduction
Visualization is a quickly-growing area of science. Already in the 1970’s
Jacques Bertin noted that as the need for graphics has increased, so have also
the means for producing and reproducing them. ”Today’s printing techniques
do not distinguish between word and image — the page is merely a matrix of
white and black to be arranged” (Bertin, 1983). Nowadays the World Wide
Web (WWW) makes the situation very interesting. The Internet gives access
to large amounts of virtually platform-independent information, allowing for
new mapping techniques and ways of using data not seen before on printed
maps (Kraak and Ormeling, 2003, p. 18).
There are continuously growing numbers of devices with incredible computing power in our daily lives. The WWW has become the medium for
acquiring and disseminating geospatial data. At the same time cloud-based
computing and reasonably powerful mobile devices have been developed. All
this allows developers to create computationally affordable interactive web
services that use the receiving end to process and display the data.
It is not only the devices data is viewed on that have progressed. Already
15 years ago, MacEachren and Kraak (2001) mentioned that an estimated
80% of all digital data includes geospatial references. Coordinates, addresses
or postal codes can all be mapped to physical locations. The technological,
scientific and even social environments where maps are used have changed
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dramatically over the past few decades.
All these technological advancements have made maps a more valuable
and useful window on the world around us than ever before (MacEachren and
Kraak, 2001). Well-created visualizations that use modern display techniques
can ”reveal patterns that are not necessarily visible when traditional map
display methods are applied” (Kraak, 2003).
Drawing visualizations on-the-fly instead of simply displaying a precomputed graphic, animation or video has several advantages.
First, there is less data to transfer: instead of images or video the transferred data is simply values which can be highly compressed without losing
any data.
Second, the visualization can be adapted to different screen sizes and orientations easily. Pre-rendered video or images can look blurry when viewed
at a larger size than what they were rendered at, or alternatively they might
require more bandwidth than necessary when viewed on smaller screen. Rendering the visualization on the device it is viewed on should result in a sharp
view only limited by the data it visualizes.
Third, the visualization can be computed on-the-fly as new data is acquired in real-time. Instead of waiting for the server or scientist to process the
data and create the visualization, the user might not even need to refresh
the view and the program will redraw the visualization based on the new
data it received. Of course the visualization needs to be designed so that it
works with possibly changing data, different screen sizes, with different input
devices and both slow and fast download speeds.
Fourth, these visualizations can be made more interactive. The user can
be allowed to zoom, pan, filter and use other possible methods to see new
aspects of the data.
All these possibilities, sadly, do not really help the creator of the visualization. More options for the user means more planning in order to have all
the possibilities work together nicely. (Kraak and Ormeling, 2003, p.17-18)
The parameters of the visualization need to be chosen carefully beforehand,
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since the actual data will not be known before the user accesses the visualization. These parameters include, but are not limited to, the colors, scale
and layout of the visualization tool.
Scientists already have a large number of specialized software for creating
and viewing data and visualizations. These often require a costly license. At
the very least, they need to be downloaded and installed on the computer,
creating difficulties when trying to open the data on an unsupported system.
WWW browsers are, however, a solution to many of these problems. They
are present on almost every platform, and with web standards being implemented rather widely, they offer a way of creating cross-platform applications
that can be run without installing anything. The standard web interfaces
make it quick and easy to create applications that leverage the power of internet connectivity without having to bother about the network code. On the
other hand using these interfaces requires handling asynchronous requests
and making sure that the visualization does indeed have all the data it needs
before launching.
A special design approach is required because of the nature of the WWW
— it is highly interactive and users expect maps to be clickable. This interactivity and the possibility to use the WWW to link distributed databases
also makes web maps good instruments to explore the different databases.
(Kraak and Ormeling, 2003)
During the years, multi-component mapping has not been studied as
much as single-component mapping. Multi-component mapping should be
treated as a separate field of science, as it differs significantly from conventional thematic mapping. According to Chang (1982), it places heavier
emphasis on data manipulation and calls for the use of charts and diagrams.
Additionally, multi-component maps are useful in depicting the spatial relationships of two or more quantitative variables.
Many times visualizations include animations that, sadly, have been developed with minimal or no opportunity for interaction — even though the
greatest understanding of the data can be achieved by letting the user control
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the animation (Andrienko et al. (2000a), Andrienko et al. (2000b)). When
experts are given tools that allow them to examine the data in ways that
let them focus on what they are looking for, they detect patterns missed by
those using the tools in other ways (Slocum et al., 2001).
As such, the research questions this thesis tries to answer are:
Is creating browser-side map visualizations with multiple data
sets possible?
and
What factors should be taken into account when creating such a
visualization?
As a part of the research a prototype of a visualization tool will be built.
The tool will attempt to be a simple visualization platform that allows the
user to see relationships between two data sets. The main purpose of the
prototype is to get an idea of possibilities, difficulties and limitations of this
type of an approach to visualization of geospatial data.
The structure of this thesis is as follows. First chapter 2 discusses the
scientific and technological background of geographical visualizations, with
subchapter 2.1 focusing on the user experience and subchapter 2.3 on the
technological side. Chapter 3 introduces the requirements for the visualization tool as well as the methods used to assess the usefulness of the tool.
Chapter 4 describes the technical details of the tool along with the problems and challenges encountered during development. Chapter 5 describes
the testing and evaluation of the tool. Chapter 6 includes the results and
discussion.

Chapter 2
Background
In this chapter we examine areas relevant when creating good-looking maps
and geographical visualizations that are rendered in a browser window.
First we will describe mapping and visualization of geographical data in
general, regardless of the media. After that we will have a look at browserbased visualization and mapping tools and how they can be, and have been,
connected on different levels. Finally we compare different options for implementing and displaying the visualization tool that is under construction.
Creating good visualizations is hard. Creating good visualizations involving geographical mapping is even harder. Current data sources are often voluminous, and even well-designed presentations can easily suffer from visual
clutter (Korpi and Ahonen-Rainio, 2013). In professional geovisual analytics
visualizations are often close to chaotic. Meteorologists, for example, might
have a map with 10-15 different data sets visualized on top of it (Slocum
et al., 2009).
According to Bertin (1983) one cannot study a graphic intelligently without knowing the components displayed in it. Professionals might be able to
use external knowledge and years of practice to identify the components in a
visualization. For the more casual observer, however, the visualization needs
to be simple and easy to understand. In any case, a legend must be included
alongside the visualization.

5
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In order to create good visualizations one must start from the basics. The
foundations for a good visualization are careful planning and knowing what
the visualization attempts to show. In the next subchapters we will have a
look at these foundations. (Kraak and Ormeling, 2003, p. 20)

2.1

Maps

The foundation of geographical visualization is, in addition to the actual
data, the underlying map. Maps are often used to represent geospatial data.
Nowadays maps often don’t have any actual relation with the terrain, rather
focusing on thematic and meta-level information. They can disclose or reveal data patterns and increase insight of geospatial patterns. (Kraak and
Ormeling, 2003)
Maps can be grouped into two types: qualitative and quantitative maps.
Qualitative maps show different kinds of data (nominal data) and their locations. A quantitative map shows data that can be measured by rank, interval
or ratio (also known as ordinal, interval and ratio data, respectively), and
the emphasis is on depicting their structure or spatial distribution. (Chang,
1982)
Convention plays a strong role in mapping, especially with topographic
maps. A topographic map is a qualitative map that represents cultural and
natural features on the ground. An example of a topographic map can be
seen in figure 2.1. Most of the symbols and colors used on topographic maps
have come down to us mainly unchanged from as far as the 18th century.
The roots of the symbols and colors might be at association, for instance
drawing water as blue, forests green and buildings red or brown. Many
of these do not apply anymore, and the original association has become
convention. The convention was strengthened in the 19th and early 20th
century when practically all topographic maps were produced for the use in
infantry warfare. The situation caused a de-facto standard where people use
certain symbols because they are used to them, regardless of whether they
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Figure 2.1: A topographic map of Ukraine, showing water as blue, low-lying
land as green and higher altitudes as red. (Wikipedia, 2015c)
are actually accurate. This symbolization can be thought of as a grammar.
(Kraak and Ormeling, 2003, p. 99)
A map must distort reality. Montmonier (1996) argues that ”not only is
it easy to lie with maps, it’s essential.” A good map tells a multitude of white
lies, suppressing the truth in order to make visible what the user needs to
see. The value of a map for a certain use depends on how well the chosen
level of generalized geometry and content reflect and portray a chosen aspect
of reality.
Displaying a spherical surface, or just a large-enough part of it, on a
two-dimensional surface is not easy: in the best case, some areas are either
grossly misshaped or out of proportion compared to other areas. When
drawing maps of the Earth, the situation gets even harder. In most cases
the interesting parts are the land areas, which are unevenly distributed. At

CHAPTER 2. BACKGROUND

8

the very least, even with a perfect flat map, there would be the psychological
effect of having some parts of the Earth at the edges of the map and some
at the center — creating the feeling of important and less important areas.
(Montmonier, 1996)
Maps have three basic attributes: scale, symbolization and projection.
Each of these attributes is a source of distortion — sometimes less, sometimes
more. (Montmonier, 1996)
Scale is the size of the map compared to the object it attempts to show.
Scales can be expressed in words, as in ”one centimeter to two hundred
meters” or numerically as a ratio or fraction, 1:20 000 or 1/20 000 respectively.
Scales are generally divided into large scale, ranging from 1:1 to roughly 1:600
000, medium scale, ranging from 1:600 000 to 1:2 000 000 and small scale,
from 1:2 000 000 onward. For example an orienteering map is often 1:10 000
or 1:15 000, a map of a nation would be in the medium scale, and a world
map might be 1:50 000 000. It is usually recommended that a scale bar is
visible on the map. (Wikipedia, 2015d)
Symbolization is how the features and interesting points are shown on
the map. Symbolization is especially important for features that would be
too small to actually be visible at the map scale.
Projection is about mapping multidimensional data onto a lesser dimensional plane. Five geographic relationships are distorted by it: angles, areas,
gross shapes, distances and directions. An example of the effects of projection
can be seen in figure 2.2.
Projections and transforming between them has been a growing science
with modern technology allowing merging maps for different uses; one of the
most comprehensive books is Map Projection Transformation: Principles and
Applications by Yang et al. (2000).
With modern technology it would be rather simple to use a full threedimensional representation of the Earth or a part of it. This would seem to
fix many of the issues projections create. Google Earth1 is one example of
1

https://www.google.com/earth/
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Figure 2.2: A map of Finland in the Mercator (left) as well as the GaussKrüger (right) projections. Notice how Northern Finland appears much
larger when drawn using the Mercator projection. On the other hand, coordinate lines are always straight when drawn using Mercator — a feature
that is often desired. (Grönroos, 2010)
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a tool that can display the Earth and data layers on top of it. D3.js (see
subchapter 2.3.3) also has built-in functions for different projections2 , and
while they are just relatively old map projections, with computer assistance
they can be used and moved interactively, creating an illusion of a threedimensional globe.
Most maps that are produced include some form of a coordinate system.
Different coordinate systems have been developed for different needs during
history. Geographic coordinate systems are global or spherical coordinate
systems, such as the classic latitude-longitude. While these make navigation simple and it is easy to understand relationships between coordinates,
they are not optimal when viewed on a two-dimensional map. Projected coordinate systems have been developed to include mechanisms that address
these projection issues. These systems include universal transverse Mercator
(UTM), which is widely used nowadays. The coordinate system needs to be
taken into account when combining maps or data, since the notations often
need to be converted so they can be compared or combined.
The rise of geographic information systems (GIS) greatly increased the
number of people involved in making maps. The WWW revolution that
has happened in recent years has further increased the number of people
involved in making maps. While map making with GIS mostly involves
professionals, the WWW includes everyone as a potential mapmaker. (Kraak
and Ormeling, 2003, p. 17)
This has already caused some mistakes in journalistic cartography. Computer graphics make it easier for reporters and editors to alter existing base
maps into decent-looking visualizations. Doing so, it is possible to inadvertently eliminate features or misplace symbols and labels. A recent example of
this can be seen in figure 2.3, where the label ”South Korea” actually points
to North Korea.
2

https://github.com/mbostock/d3/wiki/Geo-Projections
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Figure 2.3: A typical mapping mistake: North Korea is highlighted on the
map even though the article talks about South Korea (Time, August 27,
2012, international issue).
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Visualizing Geographical Data

In this section we will first highlight some of the milestones in the history
of visualizing geographical data. After that statistical mapping will be discussed, followed by maps and symbols, colors and data classification.

2.2.1

History

The history of modern map-based visualizations begins in the 19th century. Some of the oldest map-based visualizations were published by Shapter
(1849) and Snow (1855). These are often attributed as the first visualizations
used as tools for finding possible relationships between phenomena and location in addition to simply displaying data. As can be seen from figure 2.4, it
is easy to find the areas worst affected by cholera.
Drawing visualizations by hand was pretty much the only way to create
them until the 1990’s. Even simple visualizations required a person capable of
translating the input data into a graph. Printing techniques also caused additional difficulties, with newspapers often being printed in black and white,
limiting the amount of shades of grey that could be distinguished. The more
complex a visualization became, the more skill was required to create it.
When computer-aided graphics and tools started to overtake manual work
in efficiency this changed rapidly, and different graphical visualization tools
are now available with most personal computer systems, for example built
into spreadsheet applications and available online on the Internet.
Using tools to create visualizations makes the drawing easier, but either
the person using or the person designing the actual tools needs to know
the foundations upon which any visualization is built. That is, in the chain
from data to software to output visualization, someone needs to know how
visualizations are created — a person with the knowledge will be able to
create stunning visualizations regardless of the software given. On the other
hand, even the best software can be useless if the input parameters are bad
enough.
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Figure 2.4: Thomas Shapters map on cholera cases in Exeter. One of the
first dot maps to visualize an epidemic. Cholera cases marked with a red
dot. (Shapter, 1849)
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In any good visualization, including geographic visualizations, the unpredictable elements need to be the ones dominating the view. These are
the elements that theoretically no other document can accomplish. (Bertin,
1983)
It is the variation in a visualization that conveys meaning to the viewer.
A plain image with no color or shape variation or context will not be useful.
Even a legend attached to the image might not help, if there is nothing to
compare the data to. (Kraak and Ormeling, 2003, p. 99)

2.2.2

Statistical Mapping

Jenks and Coulson (1963) introduce three steps to mapping statistical data.
First, one should choose the appropriate map type depending on the nature
of the data. It is important to take the data gathering method into account
at this stage. Data are collected at different moments, are valid for different
lengths of time and can have vastly differing geospatial resolutions. Some
data is collected in the field, some gathered by combining existing maps,
some are results of computed models and some gathered by surveys (Kraak
and Ormeling, 2003). The way data is gathered affects the way it should and
can be displayed.
Next, the number of data classes should be chosen. Jenks and Coulson
(1963) recommend a maximum of eight classes, although in later literature
seven has been mentioned as the maximum number of classes humans can
easily recognize. After selecting the amount of classes, the third step is
classifying the data. The third step is also the hardest, and will have the
largest effect on the outcome of the visualization.
Usually non-topographic data are available as a set of points, with no
measured values in between, such as weather station locations. The values
for areas between these points can be calculated using different methods and
models, including triangulation, inverse distance or kriging3 . These models
3

Kriging is a method of interpolation. Instead of using a polynomial spline to optimize

smoothness of the fitted values, kriging uses a gaussian process. In many cases, kriging
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Figure 2.5: Three variants of classification of European countries according
to birth rates, producing very different images. (Andrienko et al., 2001)
might have problems and cause unwanted effects if not handled carefully. For
example averaging census data by municipality borders instead of adjusting
the areas according to the phenomenon can produce vastly different or even
misleading visualizations (Kraak and Ormeling, 2003, p. 109).
Similarily to the possible issues with models and interpolation, the data
needs to be adjusted properly (Kraak and Ormeling, 2003, p. 114). In figure 2.5 the difference between different classifications can be clearly seen.
The visualization has a very different message depending on how certain
values are colored.
Statistical data can be grouped into four different scales: nominal, ordinal, interval and ratio.
Data that are on a nominal scale are often attributes with differences of
qualitative nature. For example gender, ethnicity, religion or type of crop
grown in a certain area. These cannot be put in a certain order.
Ordinal scale implies order — however, the exact values are unknown. A
data set with the values cold, tepid and warm would be on an ordinal scale.
Like the ordinal scale, an interval scale can also be used for temperatures.
0°C, 4°C and 8°C include both order and exact value. However, there is no
way to work out the relationships between these measurements: 8°C is not
produces the best linear unbiased prediction of the intermediate values. See figure 2.10
for an example result. (Cressie, 1990)
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twice as warm as 4°C, it is just 4°C warmer.
Ratio scales include both absolute values as well as the possibility of comparing values. The data can be absolute or relative. Relative ratios often
tell the reader more than absolute values. For example, using index values
instead of currency amounts makes comparing oil prices in the 1970s and
2010s easier, since the latter requires the reader to make the same calculations while attempting to understand the data. (Kraak and Ormeling, 2003,
p. 111)

2.2.3

Maps and Symbols

Kraak and Ormeling (2003) lists nine basic map types that are used in mapping geographical data.
A dot map, as seen in figure 2.6, is the most basic map type, and can
be used for simple true/false-type variables. A dot is placed on the map for
each occurrence (or lack of) a phenomenon. It might be possible to determine
geographical relationships if there are enough occurrences — if not, the map
will simply be a topographic map with some information on the phenomenon
it attempts to depict.
Point symbol maps are an evolution of a dot map: it is possible to show
multiple phenomena on a single map by identifying them with different symbols or colors instead of plain dots.
Proportional point symbols take the evolution a step further. In addition
to simply pointing out phenomena locations, the symbol is drawn at a size
proportional to the value of the data point.
A choropleth map is a map type used widely when visualizing geographical data. Instead of points, values are rendered for areas. A sample choropleth map can be seen in figure 2.7. These areas can be for example county or
national boundaries. The values are calculated for every area and expressed
as a stepped surface. It is important to make clear whether the choropleth
is a density map (ratios in which the areas covered are accounted for in the
denominator) or a non-area-related ratio map, e.g. percentage of people un-
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Figure 2.6: A dot map of cholera cases in the London epidemic of 1854 (Snow,
1855).
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Figure 2.7: A choropleth map showing water withdrawals in the USA.
(Maupin et al., 2014, p. 20)
der 65 in total population. Choropleths will by definition omit some of the
data in order to gain more general insight on the data.
A chorochromatic map (from Greek choro, area and chroma, color) was
originally used for rendering nominal values for areas by using different colors. Chorochromatic maps can also be used for rendering nominal area values
in different black and white patterns. A chorochromatic map gives an impression of qualitative differences, as can be seen in figure 2.8.
Isoline maps (figure 2.9) are created by connecting points with equal
value. On classic topographic maps, contour lines are created this way.
Compared to an area-colored map, when using colors with low contrast, it
is easier to see which areas belong to a certain value. Isoline maps have the
effect of providing a view on where values change faster: the lines will be
closer to each other.
An isopleth map can be seen as a combination between choropleth and
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Figure 2.8: An chorochromatic map of plant hardiness zones in North America. Chorochromatic maps are defined by the data, not by preexisting borders
such as states or counties. (Cathey, 1990)
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Figure 2.9: An isoline map. (Hebert, 1980)
isoline maps (figure 2.10). Equal value points are connected with lines, after
which the areas between the lines are colored according to the surrounding
values. The isolines in these maps can be seen as contours, which make the
shapes and specific values easier to recognize (MacEachren, 1995, p. 110).
A cartogram is a thematic map that distorts the shape and size of areas
instead of adding colors or symbols to a base map. This can be used to create
quite interesting visualizations. Cartograms work quite well for continuous
data that can be connected to an area, such as gross domestic product or, as
seen in figure 2.11, amount of land used for growing crops.
Displaying multiple data sets on the same map is known as multivariate
mapping. In the case of only two sets of data the term bi-variate mapping
can also be used. Several techniques attempt to make this possible. All of
them have some downsides, however. (Slocum et al., 2009)
A single-variable choropleth map (figure 2.7) is a quite simple way of
mapping data to areas: areas are shaded or colored depending on the value,
for example population density, crop growth or rainfall per area. A bi-variate
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21

CHAPTER 2. BACKGROUND

22

Figure 2.11: A cartogram map where land areas are re-sized based on how
much of the land is used to grow crops. (Hennig, 2012)
choropleth extends this by adding a second dimension to colors. This effectively doubles the amount of colors on the map and so usually makes reading
and understanding the choropleth much harder. (Slocum et al., 2009)
As can be seen in figure 2.12, a choropleth map with two or multiple
variables can become rather hard to understand. While all the information
is visible, it can be hard to understand and extract information quickly.
Multivariate dot maps can be created by using different colors or symbols
for displaying different phenomena. However, if multiple values are from the
same location, the view gets crowded very quickly and identifying single
values can be hard. A simple example of a multivariate dot map can be seen
in figure 2.13, where different crops are displayed using different symbols.
Rectangular point-symbol maps are one way of handling the problem.
Instead of having just one dimension like lines or bars or other symbols,
the rectangle is grown in two dimensions. Width and height can symbolize
different values, and change independently.
Bi- or multivariate ray-glyph is similar to the rectangular symbol: instead
of a ray glyph where the angle of a sector is the only measurement, the radius
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Figure 2.12: A choropleth map with three variables layered on top of each
other.
of a certain sector is also significant. These symbols are also known as ”pie
charts”. They are useful when displaying both amount as well as division of
categories, for example the results of an election together with the number
of voters, as can be seen in figure 2.14.
Chernoff faces are an experiment in multi-variate point symbols. Humans
are very good at recognizing faces, which led to the idea of morphing different
facial features depending on different aspects of data. However, there are
several problems with using faces to represent data, the biggest problem
being the connection of certain expressions to feelings. If the goal is to
create a neutral visualization based on the data, this can cause unwanted
associations. For instance, figure 2.15 is very carefully constructed, but still
creates an association that might not be true: the less white people there are
in an area, the darker the skin tone of the face is. However, there are more
skin colors in the world than simply white and dark.
Multiple variables can also be shown using so called small multiples —
three or more small maps shown next to each other, with each map showing
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Figure 2.13: An example image of a multivariate dot map where different
types of crops are displayed using different symbols. (Tyner, 2010, p. 180)
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Figure 2.14: A multivariate ray-glyph, also known as a pie chart. The sizes
of the glyphs are proportional to the number of voters, while the wedges
represent the amount of votes a party got. (Tyner, 2010, p. 181)
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Figure 2.15: Chernoff faces. (Eugene Turner, 1977)
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a single variable. This approach makes synthesizing the information depicted
on the maps quite hard compared to displaying all the variables on a single
map.
One alternative is to attempt manipulating the data statistically already
before symbolizing it. The result should be a single variable that can be
easily mapped. This method does include some risks, though. The goal
of visualizing data is the possibility of finding new relationships between
data points, geography or other factors present in the visualization. By
modifying the data statistically beforehand, the data has already undergone
some changes. These changes might cause the visualization to mirror the
designer’s view on the situation instead of allowing the viewers to form their
own view on it. Methods used when reducing the dimensions of data on
a map include residual analysis, principal component analysis and cluster
analysis (Chang, 1982).
There have been relatively few studies done with multivariate point symbols. Nelson and Gilmartin (1996) tested four types of point symbols: chernoff faces, a circle divided into quadrants, a proportional cross and boxed
letters representing variable names. Each point symbol consisted of four
variables, on a map with nine enumeration units. They found no difference
in the effectiveness of the symbols if viewers were given enough time, however
boxed letters were clearly the fastest while chernoff faces were the slowest
method for understanding the visualization.
One option for displaying multiple data sets on a single map is using
different symbolization for different data sets. There are obvious advantages
to this method. There is no direct conflict when using different symbols for
different data: the viewer will easily be able to tell which data set a certain
point on the map belongs to. Each variable can be examined individually,
but since they are on the same map, relationships can be easy to spot.
All these methods are more or less point-based, or with clear borders
between statistical classes. Visualizing continuous geographic data, for example the results of a weather forecast model or air quality forecast call for
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the possibility to display continuous surfaces. Slocum et al. (2009) argues
that there are no continuous ways to represent two or more layers of data.

2.2.4

Color and Color Schemes

Choosing the right colors to work with in the visualization is essential to
the success of the product. Simple graphs can work fine with almost any
colors, but in a geographical visualization there are several aspects that need
to be taken into account. Color is effective, attractive and offers an easy and
powerful way to add information layers to an image.
There are several aspects of color that can be differentiated between.
Color hue means the dominant wavelength of light. Color saturation is the
proportion of reflected light which consists of the particular wavelength. Saturation can be diminished by adding black, white or even other colors. Grey
value or lightness is what the color would look like when shown on a black
and white monitor or print. (Kraak and Ormeling, 2003, p.103)
Bertin (1983, p. 85) argues that color variation without value variation —
that is, changing the hue of the color while keeping the saturation unchanged
— produces a flat image without meaning. Additionally, the ability of human
vision to select different colors increases with the saturation of the color, and
decreases when moving further away. From another perspective, by adding
black or white a color scale can be lengthened (Kraak and Ormeling, 2003,
p. 104).
Medium values in both the hue and saturation fields provide the largest
amount of selective color steps. Bertin (1983) suggests that with light values
steps should be chosen around yellow, that is from green to orange. The
number of different grey value that can be discerned within one color depends
on its hue: for yellow only three steps can be discerned, while for red and
blue the number can be as high as seven (Kraak and Ormeling, 2003)
Differentiating colors is relatively easy when they are displayed in a simple
and logical order in the legend. When the same colors are used in the actual
visualization, the situation is usually more complex and identifying a certain
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color and being able to connect it with a certain value becomes much harder.
The situation gets even worse if the base map is complex or features and
place names are overlaid on top of the actual data. (Harrower and Brewer,
2003)
However, while color is an extremely effective way of differentiating values, areas and elements from each other in a visualization, it does have two
disadvantages.
First and most importantly a surprisingly large amount of people have
some form of anomalies of chromatic perception, more commonly known
as color blindness. Approximately 4 percent of all people have some form
of color vision impairments. The trait is carried by a sex-linked gene, so
95 percent of the impaired are male. (Wyszecki and Stiles (1982, p. 464),
Kalmus (1965))
Unfortunately most maps and visualizations appear to be produced with
little to no consideration of color-vision impairments. This can make differentiating values, areas or other aspects of a visualization very hard or
even impossible. It is possible to reduce this problem by using carefully
crafted color palettes, but since there are several different diagnosed color
blindnesses, it might be impossible to take them all into account while still
keeping the visualization readable. It seems reasonable that modifying the
design of maps, whether printed or displayed on a screen, would be done in
order to provide the information also to the part of the population that is
color-vision impaired (Olson and Brewer, 1997).
The second issue is reproducing the visualization: most screens do not
produce the same RGB values identically, which might result in the colors not
being the ones originally designed for the visualization. Historically cathoderay tube (CRT) monitors have produced the best colors, with liquid crystal
displays (LCD) often lacking saturation and brightness. Nowadays goodquality LCD screens are able to produce excellent, vibrant colors. Even good
screens might be uncalibrated or set up to use different white balances, which
can also have an effect on the colors. Colors on a screen are additive colors.
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Adding to one channel might (probably will) change the hue of the total
color (Kraak and Ormeling, 2003, p. 104). Depending on the display, the
difference can once again be bigger or smaller.
Because of these issues, Bertin (1983, p. 95) advices to only use color
when it is an absolutely necessary part of the visualization. If possible, the
starting point for visualizations should not be color, but other attributes such
as lines and shapes that work even when displayed in monochrome.
A color scheme is a chosen set of colors used when creating a visualization. It is important to pay careful attention to choosing the right scheme for
the right purpose. If the schemes are not carefully constructed and applied
to the data, ”the reader may become frustrated, confused, or worse, misled
by the map” (Harrower and Brewer, 2003). There have been numerous research efforts to find out the most effective ways of selecting color schemes
for visualizations. Nowadays there are also multiple tools available, including
ColorBrewer4 . (Harrower and Brewer, 2003)
There are several aspects to choosing the correct color scheme for a certain
situation. Usually visualizations try to be visually attractive. At the same
time the color scheme should also support the message of the map and match
the nature of the data appropriately. While a color scheme might work well
for a choropleth map visualizing income, it might not work for mapping
dominant commercial sectors by country. (Harrower and Brewer, 2003)
Color schemes can be divided into general categories by their attributes.
Examples of schemes can be seen in figure 2.16.
Sequential color schemes are schemes (figure 2.16, a) where the colors
for different values in the visualization can be seen as ordered. Single hue
sequential color schemes have a single color value with the lightness and
saturation levels changing, while multi-hued schemes might have for example
a range of colors from light yellow to dark green. This makes them well suited
for representing data that is in an ordinal or numerical scale. Sequential
schemes usually use light colors for low data values and dark colors for higher
4

http://colorbrewer2.org/
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Figure 2.16: Different types of color schemes: sequential (a), diverging (b)
and qualitative (c). (Harrower and Brewer, 2003)
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values. ‘Dark equals more’ is a standard cartographic convention. Multihued schemes generally provide better color contrast between classes. On
the other hand they are more difficult to create than single-hued schemes,
since all three color elements are changing simultaneously. (Harrower and
Brewer, 2003)
In diverging color schemes (figure 2.16, b) there is a distinct break in the
middle of the scheme, emphasized by a hue and lightness change. This kind of
schemes are used when there is a critical data class or break point in the data
that needs to be brought into attention, such as a mean, median or zero. For
example in a simple case on a weather map temperatures above zero degrees
Celsius are often shown as red, while temperatures below the freezing point
are shown in blue (Kraak and Ormeling, 2003, p.104). Diverging schemes are
always multi-hued, and because of the lightness changes, do not translate well
into black and white images, for example when being photocopied. (Harrower
and Brewer, 2003)
Qualitative color schemes (figure 2.16, c), as a different option, do not
imply order. They should be used for data that is not meant to be understood
as ordered. For example ethnicity, religion or forest type are qualitative data.
The differences in colors should be in the hue, while keeping saturation and
lightness relatively constant. High saturation ”neon” colors or light colors
with low saturation (pastel) do not usually work so well for these purposes,
since they might imply order. (Harrower and Brewer, 2003)

2.2.5

Data Classification

Data classification means arranging the data systematically according to one
or more characteristics. Classifying data before displaying it is usually considered a good cartographic practice, as the resulting image will look clearer.
(Kraak and Ormeling, 2003, p. 116)
Tobler (1973) argued that classifying data is unnecessary, since it is now
”technologically feasible to produce virtually continuous shades of grey”. As
a conclusion, Tobler (1973) mentions that the main argument for using class
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intervals is possibly better readability, and later studies have indeed shown
that classifying data increases readability. According to Kraak and Ormeling
(2003, p. 116), however, ”researchers have shown that humans can handle up
to seven classes and still understand the image with a glance”.
In order for the classification to actually have a purpose, the number of
classes should be limited. Unlimited classes will simply result in no classification at all. Not only should the number of classes have an upper limit, the
exact number should always be chosen according to the data and the purpose of the visualization. Extreme high or low values should never disappear
because of the classification, and the final map should display the patterns
that are characteristic of the mapped phenomena. (Kraak and Ormeling,
2003, p. 116)
Additionally the classification process as a whole needs to be executed
according to the type of data. Quantitative information, for example, can be
reordered without losing, actually often gaining, information, while on the
other hand ordered categories by definition cannot be reordered without the
information changing (Bertin, 1983).
Nominal data are usually categorized by the taxonomic principles of the
data — soil types, climatological zones or geological periods. Ordinal data
can be grouped for more convenience as long as the order is kept intact.
Interval and ratio scales include among other data most census and weather
statistics, and classification is done by grouping adjacent values together.
(Kraak and Ormeling, 2003, p. 116)
There are several methods for classifying data. According to Kraak and
Ormeling (2003) these methods can be divided into graphic and mathematical
methods, depending on how they are executed. In addition to the manual
methods described here, graphical tools have been developed, in an attempt
to make classification easier and more dynamic (Andrienko et al., 2001).
The graphical approaches require first displaying the data in a graph, so
that the values can be assessed visually. Depending on the data, there are
three ways to do this. None of these methods are determinate, and might
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Figure 2.17: Observation series. Note the possible break points at values 15,
30 and 38. (Kraak and Ormeling, 2003)
not result in any meaningful classification.
The first way is simply displaying the data in a bar graph (see figure 2.17).
In this context, this type of a graph is also known as an observation series.
The goal is finding the possible break points by simply looking at the graph.
In this graph, there are some discontinuities visible: at values 15, 30 and
38. These discontinuities can be used as class boundaries. Obviously these
break points might not be visible for the data set at hand, and even if visible
they might not match the planned number of classes. (Kraak and Ormeling,
2003)
The second way involves a frequency diagram. A frequency diagram is
useful when the number of observations in the data is large. In figure 2.18a,
break points are visible at approximately 2500 and 5000. Grouping values around one axis might increase the chances of finding break points (figure 2.18b). Here we can see how certain values have a large amount of observations, while others have fewer. The intervals at which data is gathered
onto the axis strongly influences the break points.
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Figure 2.18: A frequency diagram (a), same diagram with values grouped
together along an axis (b) and a cumulative frequency diagram (c). The small
arrows in the cumulative diagram point to possible break points. (Kraak and
Ormeling, 2003)
The third way uses a cumulative frequency diagram. The frequency of
the occurrences of observed values are added up (see figure 2.18c). Changes
in the orientation of the curve indicate possible break points, here marked
with small arrows — as can also be seen, different break points can be found
from the same diagram.
The mathematical methods will always create classes, but there are still
several methods to choose from and the classes they produce can vary wildly,
with some methods working better for some data than others.
The most simple method is simply using equal steps for creating classes.
The class width will be the same for each class, but the amount data points
in each class will probably not be even. Using this method the classes can
also be determined graphically, for example from a bar graph. This method
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can be expressed as a function
low + |C + {z
C + ...} = high,
n

where low is the lowest value found in the data, high the highest, C the
step, the range of values in each class, and n the desired number of classes.
C can be calculated as

high − low
.
n
Another rather simple but useful way of classifying the data set is using
C=

quantiles. This means splitting the number of observations evenly between
the classes. This method is especially useful when the areas of the geographic
units have comparable size and the correlation between different characteristics of the units is interesting.
Arithmetic series are series of numbers where each term is derived directly
from the previous term by adding a constant value. Arithmetic series can be
defined as
low + C
+ 3C + ...} = high,
| + 2C {z
n

which can also be written as
low +

n
∑

kC = low +

k=1

n2 + n
C = high.
2

Therefore,

high − low
.
n2 + n
As previously, low is the lowest value found in the data, high the highest
C=2

and n the desired number of classes. C is the step between each class boundary.
In geometric series each term is derived from the previous term by multiplying it with a constant value. The constant is called the ratio of the series.
To determine the boundaries of the classes, we need the constant, r, to produce the step C. Either r or C needs to be selected, and the other variable
can then be solved. r has a huge effect on the geometric shape of the series,
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and it is usually wiser to select it by hand and use it to solve C. The series
can be written as
low + C + Cr + Cr2 + ... + Crn = high,
which can also be written as
low +

n−1
∑

Ck r = low + C

k=0

1 − rn
= high.
1−r

Therefore,

1−r
(high − low).
1 − rn
Here C is the step between each class boundary, r the ratio of the series,
C=

low is the lowest value found in the data, high the highest and n the desired
number of classes.
A method called nested means can also produce interesting results, but
can only produce two, four or eight classes. First, the average of all values
is calculated. Next, the average for the values below and above this break
point are calculated. This produces three values that can be used to separate
the data into four classes. If repeated, the process will double the classes to
eight.

2.2.6

Mapping Time

Time can be mapped in several ways if the media is not simply static paper.
A single static map can depict time by using specific graphic variables and
symbols to visualize change or an event. When using colors, darker is usually
seen as older, while lighter, more saturated colors are seen as newer. (Kraak
and Ormeling, 2003)
Time can also be shown as a series of static maps where a single map represents a snapshot in time. Change is perceived by looking at the successive
images. Both the available data as well as display format limit the length of
the animation. (Kraak and Ormeling, 2003)
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The third way is to display snapshots in a single frame, on top of a single
base map. Change is perceived by looking at the changes in this frame.
Variations need to be deduced from real movements. (Kraak and Ormeling,
2003)
The term dynamic representation can be used for visualizations that
change continuously. This change can be automatic or caused by user control. An animated map is also a form of dynamic representation. Animation
is a natural way of depicting temporal data, since people associate changes
on the display with real world time. (Slocum et al., 2001)
Temporal animations have a relationship with real-world time, be it years,
centuries or seconds. Not all animations involve time (Slocum et al., 2009).
Visualizations can also use animation to emphasize geometrical phenomena,
for example add building layers on top of a topographic map one by one.
These are called non-temporal animations.
When creating animated visualizations, cartographers need to design the
animation in such a way that viewers understand what it attempts to visualize. If users see an animation but after viewing it have no idea of what
development or trend it shows, no information is transmitted. (Kraak and
Ormeling, 2003)
There are several variables in an animation. They can be used to achieve
different effects on how the animation is understood. Slocum et al. (2009)
gives a good overview on the different variables and their importance.
Display time refers to the point of time when an event happens in the
visualization, for instance showing or hiding features on a map. Order is
simply the order in which a sequence of frames or scenes is shown.
Duration on the other hand refers to the length of time when nothing
changes. This does not necessarily mean no changes to the visualization, for
instance the duration of an animated scene as a whole, or the time a certain
frame is shown. Frequency is the rate at which events, frames or scenes are
changed in the visualization. Frequency is linked with duration, but it is
worth treating frequency as a separate variable since people react to it as
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being separate from duration.
Rate of change is an important variable — the magnitude of change and
time per frame. If the rate of change is too great, the visualization can be
hard to understand as events will progress at a huge speed. On the other
hand, if changes happen too slowly, they might not be visible.
Synchronization comes to play when there are more than one data sets
being visualized. It refers to the phase and temporal correspondence of the
data sets or time series. Sometimes it can be useful to display one set slightly
ahead of another, but they should always progress at the same speed.
Of these variables, duration and order are the most important. They can
be used to express a whole narrative, while the other variables are additional
tools for designing the visualization.

2.3

Technology

In this subchapter we will have a closer look at technological options for
creating geographical visualizations in a web browser.

2.3.1

Web Map Service

Web Map Service (WMS) is an open standard protocol for interfaces serving
geofererenced data as maps developed by Open Geospatial Consortium Inc.
The first version of the standard, 1.0, was published in 2000. The specifications have changed slightly between each version with features being added
as they have been needed. The most current WMS version is 1.3.0, published
in 2004. (Open Geospatial Consortium Inc., 2006)
The WMS standard defines a “map” to be a portrayal of geographic
information as a digital image file suitable for display on a computer screen.
A map is not the data itself. WMS-produced maps are generally rendered in
an image format such as PNG, GIF or JPEG, or occasionally as vector-based
graphical elements in Scalable Vector Graphics (SVG) or Web Computer

CHAPTER 2. BACKGROUND

40

Graphics Metafile (WebCGM) formats. (Open Geospatial Consortium Inc.,
2006)
The standard defines two core functions. GetCapabilities returns metadata on the service-level. GetMap returns a map whose geographic and dimensional parameters are well-defined. There is also an optional operation
that returns information about particular features shown on a map. Specific
WMS server implementations might include their own functions, but no further functionality is specified in the standard. (Open Geospatial Consortium
Inc., 2006)
A basic WMS classifies its geographic information holdings into “Layers”
and offers a finite number of predefined “Styles” in which to display those
layers. The standard supports only pre-named Layers and Styles, and does
not include a mechanism for user-defined symbolization of feature data. If
the palette used in an image is known, however, further transformations can
be done on the receiving end, the web browser. (McKenna, 2013)

2.3.2

Other Geographical Data Formats

There are other similar services and data formats designed for transferring
geographical data.
Web Feature Service (WFS) is an interface very similar to WMS. It is
designed to output Geography Markup Language (GML) instead of images.
GML is based on XML. WFS can be seen as a way to get more spatial data
from the server than simply an image, allowing the user to do their own
analysis and possible rendering of the data. (Open Geospatial Consortium,
2014)
GeoJSON (Butler et al., 2008) is an open standard for ”encoding a variety
of geographic data structures”. GeoJSON uses the standard JSON syntax
and as such is easy to handle in JavaScript applications. A GeoJSON object
can represent geometries, features or a list of features. Features in GeoJSON
contain a geometry object and additional properties.
TopoJSON is an extension of GeoJSON (Bostock, 2012b). In addition
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to normal GeoJSON functionality it encodes the topology of geometries,
compressing file size typically up to 80% compared to standard GeoJSON.
TopoJSON achieves this by representing geometries as connected arcs instead
of discrete shapes.
NetCDF is a popular data format and set of libraries for creating, accessing and sharing array-oriented scientific data. NetCDF is an open standard
and the developer supplies programming interfaces for several popular languages including C, Java and Fortran. There is, however, no JavaScript implementation, so the format needs to be converted on the server side before
using it in a web browser. (UCAR, 1989)

2.3.3

JavaScript

JavaScript (JS) is a lightweight, interpreted, object-oriented language with
first-class functions, most known as the scripting language for WWW pages,
but used in many non-browser environments as well. JavaScript supports
object-oriented, imperative, and functional programming styles. (Mozilla
Developer Network, 2005a)
JavaScript was originally developed and released by Netscape in 1994.
After quickly rising in popularity, Microsoft released their implementation of
the language, JScript. Netscape submitted JavaScript to Ecma International
for consideration as an industry standard in 1997, which resulted in the
standardized version, which was named ECMAScript (ES). The names are
used synonymously, though, and the name JavaScript is used much more
widely. (Wikipedia, 2015b)
The first ECMAScript edition was published in 1997, with editions 2
and 3 released in 1998 and 1999 respectively. The current version of the
ECMAScript standard in widespread use is 5.1, which was released in 2011
(Wikipedia, 2015a). All modern web browsers5 implement at least this version. A next-generation version is currently under development, known as
5

Modern browsers in this thesis refer to Microsoft Internet Explorer 11, Mozilla Firefox

36 and Google Chrome 40.
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ECMAScript 6, ES6 and ECMAScript Harmony. (ECMA International,
2015)
JavaScript has a comprehensive set of tools for manipulating web documents. Mozilla calls these the Web API Interfaces (Mozilla Developer Network, 2005b). These are the core functions that are behind every JavaScript
front-end framework and library.
Some examples of useful functions include XMLHttpRequest, which is used
when making asynchronous requests to servers. This is the basis of virtually
all modern web applications. The function getAnimationFrame can be used
for timing events precisely and smoothly. It will be probably be used as the
basis for our application. It is already used in most frameworks and plugins
for these purposes.
There are multiple different JavaScript libraries dedicated to handling
or visualizing data. One of the tools is Data-Driven Documents (D3), and
it’s JavaScript implementation d3.js. D3 is a representation-transparent approach to visualization on the web. D3 uses the document object model
(DOM) of a web page to represent the data. Designers can bind data to arbitrary document elements and apply transforms when generating and modifying content. D3 is also extremely fast even with large sets of data. (Bostock
et al., 2011)
D3.js is not an actual framework, however, and it requires more work from
the developer than many alternative visualization libraries. D3.js should be
seen as a visualization kernel — something you can use to build your own
framework upon. Because of it’s speed, flexibility and excellent documentation, d3.js is rated highly and often referred to being one of the best datahandling libraries available.

Chapter 3
Requirements
In this chapter we introduce the requirements for the visualization tool.
These include functional, technical and usability related requirements. First
we will go through the user requirements and then the testing requirements
will be introduced.

3.1

User Requirements

A multitude of methods have been created for designing requirements in
software projects. While the methods themselves can vary greatly, most
suggest starting requirements engineering by defining who uses the software,
and for what purpose. The requirements are usually prioritized based on
how important part of the product the functionality or options are.
This tool will be designed for a casual user, not for precise scientific
purposes. Professional tools that allow the user to specify the data they
want to display and how it is shown already exist. On the other hand, there
are not that many tools that allow a user to quickly view multiple data sets
visually in a single view.
The core requirement for the tool is to provide a clear visualization. The
user should be able to look at the resulting image or animation, understand
it and extract new information from the it. This should be facilitated by
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removing unnecessary factors and elements from the visualization. The base
map upon which the actual data is later drawn should be simple, monochrome
and include only a few labels to help the viewer. The map should also be
of reasonable quality, as modern displays come in a wide range of sizes and
resolutions.
It is the nature of the WWW that makes people expect up-to-date information — sites that look like they haven’t been updated or have long
download times are usually considered to be of no value (Kraak and Ormeling, 2003, p. 18). Because of this, the data the tool downloads should be
as recent as possible. The data format does not matter as long as it can be
accessed using only a web browser and the JavaScript Web API. Both the
data download times and data display times should be reasonable. While
this is not a rigid measurement, people expect certain speed from WWW
pages they visit — the visualization should not require excessive resources
or computing power.
The tool should be able to display two data layers on top of the base map.
These data layers should be identifiable separately. This can be achieved by
for instance using distinctive colors and adjusting the opacity of each layer
separately. A legend is essential for understanding a map and a visualization.
To help the user focus on the parts of the visualization they find interesting, they should be able to control certain aspects of the visualization.
It should be possible to focus on space and time separately. Maps on the
WWW are usually interactive: the user can zoom and pan the map. These
functions have become standards, and most web maps work in a similar manner. The user will expect to be able to zoom in and out of the visualized
area and move to a location they wish to examine more closely.
The user should at all times be able to see what point in time the visualization is displaying. The time can for instance be displayed using a timeline,
which in its most simple form can be a row of dates with the current date
indicated with a different color. It should be possible to select a certain date
or point in time by clicking on the timeline.
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Simply setting the date might not be enough for the user to get an
overview of the time dimension of the data. The tool should be able to
loop through the points in time. The user should be able to control this. A
bare minimum of controls would be the ability to start and stop playing the
animation. This can for instance be done with a separate button on the web
page. This is how most animations and videos on the WWW work, and so
it should be an intuitive way of controlling the animation.
Additionally the user might want to focus only on one of the data layers,
or find the pre-selected opacity values of the layers unoptimal. The tool
should include controls to adjust the opacity of each data layer separately.

3.2

Testing Requirements

In addition to the minimum requirements for the usability of the tool, there
are also certain additional requirements for research purposes. Testing different aspects of the visualization requires them to be modifiable.
One of the big questions in visualization are always the colors used. Different colors are associated with different types of data, different values and
— in the case of multiple data sets — certain colors are easier to distinguish
from each other than others. To be able to test different color combinations,
the colors that are used for the background map and data layers should be
modifiable.
Associating animation with time is quite natural for humans. There
are several variables to animating time-based data. How often frames are
changed and how much real-world time passes with each frame are the most
important ones. These need to be changeable in order to be able to find
optimal values.
For testing purposes it is important to keep the data set the same between
tests, if possible. Because of this the tool should also be able to limit the
downloaded data to a certain time frame in the past instead of simply the
most recent data available.
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Since the tool is quite simple and the testing requirements are simply
value changes, it is reasonable to keep these testing-based requirements away
from the actual user interface of the tool and simply require the changes to
be made straight into the source code.

Chapter 4
Technical Description
In this chapter we describe the technical decisions and details of the tool.
An incremental development method was used, with the goal of initially
producing a version that fulfills the minimum requirements and later adding
additional features.
Web applications use the web browser as a platform for running the application. Like all other platforms used to run software, such as operating
systems, no two web browsers are identical — a different operating system,
different browser and even differences between versions can have large differences in how web pages are displayed. Even though there are standards
that have been accepted by all major vendors, there are major differences in
how and when parts of the standards have been (or will be) implemented.
In order to speed up the initial development process, a decision was made to
only target modern browsers that have implemented ECMAScript 5 or newer.
Compliance with older browsers1 would be possible, but would require extra
work and can be targeted later during the development if necessary.
1

Older browsers include, but are not limited to, Microsoft Internet Explorer 9 and

earlier, and any other browsers not fully implementing ECMAScript 5.

47

CHAPTER 4. TECHNICAL DESCRIPTION

4.1

48

Front-End Frameworks

The first task when starting a new web application project is choosing the
frameworks and tools to work with. Since the map element is perhaps the
most important single part of the tool, it was chosen as a starting point.
The first map library we tried was OpenLayers2 . Being one of the oldest
open-source mapping libraries, OpenLayers is feature-rich and is in widespread use on the Internet. However, this also made the JavaScript API
more complicated and the library larger than was necessary. Additionally,
being an older version, OpenLayers did not look as pretty without extensive
styling.
ModestMaps.js3 is a small and simple web map library. It offers most
of the basic features a developer can expect from a web mapping library,
but lacks critical WMS and image layer capabilities needed when creating
the visualization tool. Development seems to be handled by a rather small
team, the feature list is not very long and new features are not added very
frequently.
Leaflet.js4 is a newer mapping library alternative. Like OpenLayers, it
has a large developer base, and new versions and features are released rapidly.
The feature list is already long, but the library is still very small to download
compared to it’s competition. Leaflet’s widgets have a smooth, modern look,
and can be styled freely by the developer if needed. Despite it’s young age,
Leaflet is already in widespread use on the WWW.
In addition to being able to draw a background map, leaflet.js has builtin WMS capabilities, fetching and showing images and data in the correct
location and size. It is possible to also simply fetch any image and display it
based on map coordinates. Leaflet.js is capable of handling several layers of
images, and the order and opacity of these layers can be adjusted individually
2

http://openlayers.org/ — OpenLayers 3 was not released at the beginning of this

project, so decisions were made based on OpenLayers 2 code and features.
3
http://modestmaps.com/
4
http://leafletjs.com
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per layer. (Agafonkin, 2010)
There are also several closed-source, proprietary libraries that companies
allow developers to use. These include, but are not limited to, Google Maps5 ,
Bing Maps6 , Here Maps7 and the ArcGIS API for JavaScript8 . Many of
these have usage restrictions, however. Some limit the amount or require
a paid license to be able to download the background map images, others
require a license in order to acquire the JavaScript library in the first place.
Additionally, there is often no way for the developer to be able to influence
the development of the library or even access the source code. Old versions
might not be available any more, the API might change without warning or
the company might simply stop developing the tool. This can lead to difficult
situations where required features simply are not available yet modifying the
original source code of the library is prohibited by the license.
After reviewing the options, we decided to choose leaflet.js as the library
to start developing the tool. Leaflet offered all the features we require while
keeping the license free, the API clean and the package small. Built-in WMS
support and good control over multiple data or image layers on the background map allow for a wide range of different visualizations.
Angular.js was chosen as the JavaScript front-end framework. The decision was made because it is feature-rich, modern and allows rapid development. The two-way binding and built-in system of having a controller with a
well-defined scope makes using variables easy. Additionally we were already
familiar with the framework.
The last library choice to be made was the CSS library. A CSS library —
or framework, as they can also be called — is not absolutely necessary. Using
a well-designed CSS library helps when organizing the HTML code for the
application, since they are often well-thought in the structure they require.
Additionally, in most web applications the developer would have to write at
5

https://developers.google.com/maps/
http://www.microsoft.com/maps/default.aspx
7
https://developer.here.com/javascript-apis
8
https://developers.arcgis.com/javascript/
6
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least some form of a grid structure anyway.
The choice for this tool was between Bootstrap, Pure and Foundation.
Out of these three, Bootstrap is the most well-known, having become an
almost de facto standard on the WWW. It offers a vast range of built-in
classes and styles that allow it to be used for almost any purpose. This does
make it somewhat bulky for a single-page application. Customizing the look
and feel requires overwriting styles.
Foundation is designed with no support for older browsers, which is not
a problem in this case. Some functionalities in Foundation require jQuery9 ,
which is not used elsewhere in this project, which made the framework a less
convincing alternative.
Pure is a minimal library containing mainly an excellent grid system.
Most of the actual styling is left for the developer. It has no JavaScript requirements and the core is extremely small. While it does require more work
than the larger alternatives, the outcome will be cleaner and smaller, because
the end user will not need to download as much unnecessary functionality.
We decided to choose Pure.

4.2

Displaying and Animating Data

After selecting the frameworks, the next step was to look into acquiring the
data to be visualized, while handling as much as possible of computing the
visualization in the web browser instead of the server.
WWW browsers are able to handle a rather large variety of data formats,
including but not limited to JSON and XML, and multiple image formats
such as PNG, GIF, JPG and SVG. Many geographical data are provided
in proprietary binary formats, however, and cannot be used directly in the
browser without writing inconveniently large JavaScript implementations to
handle the input data — and even this would require knowledge of how the
9

jQuery is a de-facto standard JavaScript library with a large amount of convenient

functions and shortcuts to modify data and interact with the web page.
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data is packaged in the first place. In these cases it is necessary to do a
conversion on the server side. These conversions would use software only
available on the server side to handle data that is in proprietary or binary
formats not supported in web browsers. The data would be transformed
into an image or possibly XML, JSON or CSV formats depending on the
situational requirements and how it is used. For this tool the end result
would be a PNG image, if possible.
For browser-based mapping and visualization needs WMS is an excellent
protocol. Requests can be made by standard HTTP and the response is an
image that can be displayed directly. This is very convenient compared to
receiving XML or JSON and displaying the result where extra parsing and
calculations are necessary. Images have their own limitations, however, and
some of them were encountered also when developing this tool, as described
in chapter 5.
For user interface testing purposes we decided to use images from WMS
services provided by the Finnish Meteorological Institute (FMI). Our plan
initially was to use the images provided by the WMS services directly. We
used the built-in TileLayer.WMS layer in Leaflet.js to fetch and display the
images. However, TileLayer.WMS was not very flexible, as it did not allow
specifying the coordinates or projection. The image was also requested in
several small parts instead of one larger image. The WMS server response
speed was not that fast, so this caused unnecessary and unpredictable delays
when downloading the images. Downloading the image in multiple parts
would make sense when the area the WMS data covers is larger than the
area shown in the visualization — this, however, was not the case with the
data sets we were working with.
The WMS service provided by FMI was quite strict in the parameters it
accepted, so we needed a way to set all of them by hand. This was solved
by using the ImageOverlay layer instead of TileLayer.WMS. The WMS parameters are set in the WMS request, which is a set of predefined query
string parameters and values. The query string is constructed automatically
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for each image, but we are able to manage the parameters precisely. This
method allows us to request exactly the image with the projection, boundaries and size we need.
After this, work was started on animation. Animation in this prototype was decided to simply mean displaying images one after another on top
of the background map. This was done using requestAnimationFrame, a
JavaScript function found in the Web API. requestAnimationFrame(cb)
can be seen as an event listener: it waits for the next time the browser would
update the screen, and runs the callback function cb just before the screen
repaint. The timestamp at the moment the callback is called is provided as
a parameter to the callback function, which allows timing animations at a
good level of precision.
The timestamp is used to determine the rate at which images are cycled.
Switching the images is done simply by changing the URL of the image.
Because the browser has a cache and the images are small, the only time this
can cause a delay is when the images have not yet been downloaded. This
method provides the most stable framerate in the browser. During initial
tests modern browsers turned out to handle this at decent speed, with the
framerate staying constant while looping through the animation.
One immediate challenge was making sure all the images have been downloaded before starting the visualization, as the downloads were initiated asynchronously and in parallel. This method was chosen since waiting for the next
image to download before starting a new download is slow. In order to fully
leverage whatever amount of bandwidth the user has, multiple images are
downloaded simultaneously. Modern browsers and servers usually limit the
amount of simultaneous HTTP requests per domain, and file sizes might be
different, so there is no easy way of knowing when all of the downloads have
completed.
Since there are over 20 images being downloaded, however, it is not an
entirely simple matter to both have them download freely and know when
all of them are completed. Matters were made harder by the amount of
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missing images. There simply was no data available for every timestamp,
and the unavailable dates could not be predicted beforehand. Additionally
in some cases the WMS server simply serves a blank image instead of an
error response when requesting images — and it is practically impossible to
detect whether an image simply has no values or actually includes no data.
These problems were not completely solved, but a workaround was created. Every time an image download completes, the function increases a
counter by 1. A listener is added to this variable, and when the amount
reaches a number that is high enough, the animation starts playing. Missing images simply show as no data in the visualization. We chose 90% as a
reasonable level of downloaded images to start the animation.
Controlling the time in the visualization requires some way of starting
and pausing the animation as well as controlling the exact date being displayed. In this tool the controls were a button for starting and pausing the
visualization while the timeline is simply a row of dates with a visual indicator of the date currently displayed. The user can see which date is currently
displayed and select the date by clicking on one. Controls for selecting which
data sets are visible, as well as setting the opacity of each layer were also
added.
After this, we expected accessing and modifying the colors of the downloaded images would be simple. Modern browsers have a HTML element,
canvas, which can be used to create new images. To access image data on a
per-pixel level, one of the fastest and most robust ways is to draw the image
onto a canvas element and read the values from the canvas. The function
getImageData returns a convenient array of color values. These values will
be piped through a function that outputs classified values.
The array of output values will again be drawn on the canvas. Using the
canvas function toDataUrl we can get the modified data as a data url. A
data url is a convenient way of storing small binary files within documents.
The binary is encoded with base64 encoding, resulting in a string. This
string is stored in an array and used as the image URL of the layer on the
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visualization.
Here we have to be slightly careful: the amount of pixels per image grows
very quickly with the image dimensions. Large images would cause massive
memory usage for the application in addition to slow initialization. The maximum effective image resolution served by the FMI WMS server is 110x264
pixels, but anything lower than this can also be requested. We used this size,
as it was fast enough on the computers we were using.
It would be possible to select the image size based on the internet bandwidth or browser speed. There already are multiple JavaScript libraries and
methods that allow this. This was not done in this project, though, as it was
not seen as necessary for the prototype and the static image sizes worked out
well enough.

4.3

Cross-Origin Requests

Modern browsers usually allow content that has been downloaded from different sources to interact with each other. This is true for downloads initiated by
the initial page load. However, AJAX10 , images and other methods of retrieving new content after the page has loaded have some restrictions. Cross-origin
resource sharing (CORS) is a protocol that allows the server to set specific
HTTP headers that tell the browser the content can be used in any context (Web Hypertext Application Technology Working Group (WHATWG),
2015).
In this case the WMS server did not provide CORS headers, and we were
hosting the page on a different domain. This caused the browser to simply
ignore any attempts to access the image data after it was initially displayed
or drawn onto a canvas.
There are three ways to solve the cross-origin resource limitations. One
is to modify the server to include the CORS headers. This is usually the
10

AJAX is an acronym for asynchronous JavaScript and XML and refers to browsers

using XMLHttpRequest to retrieve additional data or other content.
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best way, unless there is some server-side reason for the headers to not be
included in the responses. The WMS server was not in our control, however,
so this was not an option. The second way is hosting a reverse proxy server
on the same domain as the page that makes the image requests. A reverse
proxy is a simple pipe that accepts connections, forwards the request to a
target server, and returns the data, making it look like the reverse proxy is
the source. The third option is actually downloading the images and hosting
them under the same domain as the application that uses them.
For this tool we initially implemented a reverse proxy, but later simply
hosted the images in the development environment. Hosting the images is
very simple, since the server only needs to be able to serve static files. The
reverse proxy, on the other hand, requires extra internal routing and software
on the server, which is not possible everywhere. When testing the tool we
used images from a selected timeframe and hosted them on the server. We
set the tool to download these specific dates of data instead of the latest
possible. This way we could be sure that every test was done using the same
images.

4.4

Data Sets

The data sets were provided by FMI and their open data services. We chose
four data sets that were used to create two pairs of data.
Three of the four used data were acquired from SILAM11 , an integrated
atmospheric model. The model is free and open for research use. The SILAM
model takes many factors into account, including rain, temperature, wind as
well as pollen measurements from measurement stations. Every day, a fiveday forecast is calculated, and data is available for every hour. The model
is maintained and administrated by the Aerobiology Unit of University of
Turku. The fourth data set was from the FMI open data interface, which is
also free for research purposes.
11

System for Integrated modelling of Atmospheric coMposition, http://www.silam.fmi.fi
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The data sets were grouped into two pairs. The first pair included radar
images of rainfall and images of the rainfall model. The goal was to emphasize
areas where the model and observations did not match. The second pair
included the pollen model and air humidity, attempting to highlight areas
where humidity is low but pollen levels high. Because of differences in the
data sets as well as the goals of the visualizations, they had to be treated
separately, producing quite different visualizations.
The pollen model, more precisely only birch pollen, was a part of the
SILAM model. Pollen concentration is measured — and provided in the
data — as units per cubic meter. The Aerobiology Unit uses three classes
for pollen levels: sparse (1-10/m3 ), moderate (10-100/m3 ) and abundant
(>100/m3 ) (Siljamo et al., 2008).
The rainfall and humidity models were also a part of the SILAM model.
Relative humidity is measured as a fraction, and usually reported as a percentage. Rainfall intensity can be measured in a variety of ways, usually in
mm/time. The SILAM model output was kg/m2 , which is easy to convert
to mm/h, which was the unit used in the radar images.
The radar image is a combined image from 9 radars across Finland. According to FMI, the radar resolution is approximately 1 × 1 km. Like the
SILAM data, the radar images are available hourly. But while SILAM forecasts are available several months backwards, the radar data is only available
in image format for the past 6 days. Data is provided as a color PNG image
with no obvious classification system. Unlike the SILAM images the radar
cannot be requested as a grey-scale image. This caused some extra work
when working on the classification, as described in the next section.
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Classification and Colors

PNG images are delivered in the RGB color model12 . The image has three
channels of color information and one additional channel, the alpha channel,
which contains per-pixel opacity levels. These four channels all contain values
ranging from 0 to 255.
The images from the SILAM WMS service are requested as grey-scale
images to make classification easier. In the RGB color model black, neutral
grey tones and white are produced by having an equal amount of red, green
and blue — so the red, green and blue channels all have the same value. This
effectively classifies the images into 256 levels.
WMS requests can be made in a way that includes the wanted range of
values. Since we know the range of values the image should hold, we simply
need to rescale the values to range from 0 to 255.
The radar image, however, could only be retrieved in full color. The
color scheme did not appear to have any system or order, so some manual
work had to be done to connect color values with rain intensity values. We
downloaded a legend graphic that was provided by the WMS server. The
legend included all the colors and values that could possibly be included in
the radar image.
We then used a color selector tool that was able to display per-pixel
color values in HSL13 format. With the HSL color model we could primarily
focus on the hue of the color, making comparing and classifying the values
easier. In certain cases we had to also compare the saturation and lightness
values, but since these cases were few, we were able to create an algorithm
for detecting the colors automatically using the tool. Detecting the color
correctly is essential when doing automatic classification.
To keep the visualization simple enough and the amount of colors low
12

The name of the color model comes from the three primary colors — red, green and

blue.
13
The name of the color model comes from hue, saturation and lightness, the three
factors that, when combined, can be used to create any color.
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enough — as mentioned in section 2.2.4 people are usually able to only detect
7 or 8 different colors in a visualization — we classified the data into two or
three visible classes depending on the data set. Two data layers with 3 classes
each produces a maximum of 9 different colors if they are layered on top of
each other with partial opacity. For every data set, values below a certain
threshold, such as ”no rain”, were not displayed at all. This effectively let us
have a fourth class which does not interfere with the visualization.

4.5.1

Pollen Model and Relative Humidity

According to Bartková-Ščevková (2003) high air humidity has a significant effect on pollen concentration. There appears to be a significant drop in pollen
concentration when relative humidity reaches approximately 65-70%. There
is no linear correlation with lower humidity levels and pollen concentration.
The pollen classes were based on the limits used by the Aerobiology unit.
For the three classes we used different saturation levels of yellow. Yellow was
chosen because birch pollen is yellow. To keep the background map visible
the pollen layer was drawn at 80% opacity.
We decided to visualize humidity levels as a binary, where levels below
70% were not visible, since according to Bartková-Ščevková (2003) this appeared to be the level where a visible change happened. The humidity was
visualized as a light blue, which when placed on top of the pollen yellow with
a 50% opacity level would become a neutral green. The colors can be found
in figure 4.1.
todo: correct colors into image
The goal of the visualization is to highlight the areas where pollen levels
are high and air humidity is not high enough to reduce the pollen concentration. A sample result can be seen in figure 4.2.
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Figure 4.1: Pollen model and relative humidity color scheme. Humidity levels
above 70% are displayed in light blue, while the pollen is displayed in three
different levels of yellow. (Multimäki et al., in press 2015)

Figure 4.2: Sample screenshot of the pollen model and relative humidity
visualization.
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Rainfall Radar Versus Rainfall Model

The colors of the rainfall model and radar data sets had to be chosen carefully. While the radar image can be considered the ”truth”, the goal of
the visualization is not to highlight what has happened — there already are
multiple weather radar visualizations available. Rather, the goal of the visualization was to highlight the areas where the model and radar image differ.
The user is equally interested in situations where the model predicted rain
and it didn’t rain and situations where no rain was predicted but it happened
(Multimäki et al., in press 2015).
According to Brewer (1994), complement colors are the most suitable for
this kind of situations. Since the goal is not to create a mental image of one
data set being ”good” and the other ”bad”, red and green (the most obvious
complement colors) were not considered a good option. An adjustment to
these colors created a combination of green (hue 90°) and purple (hue 270°).
Because the colors are selected from the opposite sides of the color wheel,
when combined in equal amounts they create a neutral grey.
The data sets were both classified into three classes. The middle class was
selected as quite wide for two reasons. First, for the end user the biggest relevance is probably between rain or no rain. Second, since we expect there to
be some differences in the volume of rain between the radar image and model.
The classes were light rain (0,1-0,5mm/h), moderate rain (0,5-1mm/h) and
heavy rain (>1mm/h). (Multimäki et al., in press 2015)
The rain intensity model was visualized using three different saturation
levels of green and the radar data was displayed using three levels of purple.
The results of different combinations of these colors can be seen in figure 4.3.
In the actual visualization the rainfall model, drawn in green, was drawn on
top of the base map at 90% opacity. To keep the combination as a neutral
grey, the radar data layer was drawn on top of this at precisely 47% opacity.
The neutral grey effect can be seen in some parts of the end result in figure 4.4,
for example in Northern Norway.
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Figure 4.3: Rainfall visualization color schemes. The rainfall model in green
and the radar data in purple. (Multimäki et al., in press 2015)

Figure 4.4: Sample screenshot of the rainfall radar versus model visualization.

Chapter 5
Evaluation
In this chapter we will evaluate how the requirements for the tool were met
and what should maybe have been done differently. Most of the requirements
for the tool were related to the user interface and user experience. This is
because, as Kraak (2003) suggests, cartographic design and research should
pay close attention to the usability of the tools and products. The designer
of the visualization or tool should attempt to remove mental roadblocks and
distance themselves from the constraints of traditional media. New technologies and tools should be paving a way to better visualizations and tools that
have not been possible previously — not just refining already existing tools.
First and foremost, the goal was to create a tool that is capable of producing a clear visualization. For the data sets we used, this was achieved. A
screenshot of the whole tool can be seen in figure 5.1.
The background map, as seen in figure 5.2 is simple but informative,
allowing the user to see what locations the data sets represent while not
getting in the way of the actual visualization. Additionally the background
map is of good quality and available as sharp images for multiple viewing
distances.
In a clear visualization the different data sets can be distinguished and
their relationships be easily identified. With carefully chosen colors and wellplanned classification this can be achieved for not only one, but also multiple
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Figure 5.1: The whole tool as seen when the web page is first opened. At the
top, the title and data set controls with the timeline. To the left, the data
sets and the legend. The actual visualization takes most of the space. The
background map is still visible through the data layers.
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Figure 5.2: The background map is simple and does not distract the viewer.
data sets in one image. The colors chosen work quite nicely to produce a
visualization where the interesting areas are highlighted. These interesting
areas include the areas where air humidity is low and pollen levels are high,
as well as areas where the rainfall model and radar images do not match. On
the other hand, the areas where the radar image does match with the model
create a neutral grey that does not grab attention — this allows the user to
focus on the more interesting areas.
A legend was attached next to the visualization. The legend is created
automatically by the software from the colors and values selected for each
layer, as can be seen in figure 5.3. The legend is essential for providing the
user with a way to understand the colors used in the visualization. Especially
in cases where the colors do not resemble real-world elements it is important
to include a clear legend to help the user see the meaning of the visualization.
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Figure 5.3: The legend next to the visualization.
For possible situations where the user wants to see just one of the layers
more clearly, the opacity of each data layer can be adjusted individually in
1% increments.
The tool is able to display not just two, but with small modifications any
number of layers on the map background. More than two layers becomes
quite hard to understand, as can be seen in figures 5.4 and 5.5. All in all,
while more than two layers would in most cases not be very useful, the ability
to display a single layer could be.
The tool is also able to retrieve up-to-date information. To be precise,
the tool is able to download information from any point in time, only limited
by data availability. As long as the images are available through the same
domain as the tool, there are no limits to what types of data the tool can
show.
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Figure 5.4: The visualization tool modified to display three data sets on top
of each other.

Figure 5.5: The visualization tool modified to display four data sets on top
of each other. Notice how the same colors that in a two-layer visualization
are understandable become hard to distinguish.
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Since we use rather small images for the visualization, download and
processing times are very reasonable. These times were not measured or
benchmarked, since there are so many unique devices and platforms in use.
The tool itself was rather lightweight as well. The interface was always
responsive.
The user interface requirements in terms of how much the user is able
to interact with the visualization were also met. A screenshot of the user
interface can be seen in figure 5.6. Underneath the title the user can see
the available data sets or pre-selected groups of data sets. Clicking these
buttons changes the visualization to the selected data set, also resetting the
time to 00:00. The buttons do not display which data set is selected — this is,
however, shown just above them in the title. It would make the tool slightly
more user-friendly to also disable the button of the currently selected data
set.
The user is able to control the animation playback using a play/stop
button. This works quite nicely, except for not telling the user when the
data is actually ready to be displayed. Disabling the button until all the
images have loaded would not give the user a feeling of an unresponsive
interface.
The tool displays 24 hours of data from a pre-selected date. The date
is shown as a part of the title of the page, and every hour as a point on
the timeline. This allows the user to know the date and time being shown.
However, the user can not select the date. This decision was made because of
the data sets chosen. The rainfall radar images are only available for the past
144 hours, and requesting older images does not provide results. Additionally
the lack of CORS headers in the WMS responses was solved by downloading
data from certain dates. As such allowing the user to select the date was not
seen as a vital feature. The user is still able to use the timeline to see and
select the hour they wish to view.
All in all, the tool includes all necessary information about the visualization that is being displayed, including the date, time and classification levels
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Figure 5.6: The visualization control interface. On the top, the title of the
visualization. Under the title, the user can see and select which data sets
they wish to view. On the bottom row are the play/pause button as well as
the timeline, which the user can use to control the animation.
of the data. We did not find use cases where the tool would become unstable
or crash.
The map library used as the base of the visualization, leaflet.js, provides
very smooth map movement. Zooming in on a location and out to see a
larger view works very nicely either with the mouse scroll wheel or using two
buttons in the corner of the visualization. Moving around the visualization
is possible by dragging the map in the desired direction. If required by a
certain visualization, it is also possible to set limits on how much the user
can move and zoom on the map. This was done also for this tool, as the data
is only of limited resolution and for a limited area. See figures 5.7 and 5.8
for examples of how close and far the visualization can be displayed.
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Figure 5.7: The visualization zoomed in as close as possible.
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Figure 5.8: The visualization zoomed out as far as possible.
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Chapter 6
Results and Discussion
In this chapter we will first look at the results of the work done and assess
how well the requirements were met. After that we will have a look into
future development possibilities. The last subchapter concludes this thesis.
One of the problems with visualizing anything is, even in the best cases,
subjectiveness. Scientific articles, books and other sources include ideas and
hard-to-measure components such as ”a good color scheme needs to be attractive” (Harrower and Brewer, 2003) and ”color schemas on paintings as
the source for color ranges applicable in cartography” (Cartwright et al.,
2009). This makes testing and evaluating the effectiveness and success of a
visualization hard. When asked about a visualization people will often only
think about how they feel about the visualization instead of whether it actually gave them any new insight into the data visualized. People can have
mistaken feelings on whether a certain color scheme is actually good or how
well they understand an image in the first place.
Many factors, however, can be tested using methods that can be replicated. Large amounts of research on colors and how they are perceived has
already been done (Olson and Brewer (1997), Brewer (1994), Harrower and
Brewer (2003)).
One way to measure success is to set requirements before the work, and
evaluate the work based on those requirements. For this tool, the require-

71

CHAPTER 6. RESULTS AND DISCUSSION

72

ments were listed in chapter 3. Based on the evaluation done in chapter 5,
we can say that the tool mostly fulfilled the requirements.

6.1

Future Work

Even though the tool works as a prototype of what can be done using modern
web technologies, there are many aspects to the tool and visualization that
could be developed and studied further. In software engineering tools are
very rarely considered ”complete”, and development is not simply a phase
but rather a continuous process. Here we list some possible parts that coule
be worked on.
The visualization itself could be made somewhat smoother with a couple
of changes. One change would be smooth animation. Currently the visualization moves in static steps. It would be possible to choose a framerate, for
example 24 (classic video framerate) or 60 (most LCD monitors refresh the
image at 60 fps), and interpolate the missing frames for the visualization.
This type of interpolation is already in use in many video applications. This
could be useful also in cases where some data is available at a much higher
time resolution compared to another data set.
Another visualization-related change could be a better resize algorithm
for the incoming data images. Currently the images are simply downloaded
at a rather small size and then stretched to match the coordinates on the
background map. The stretching is done using whatever algorithm the web
browser uses, and the results are somewhat blurry. This could be avoided
for instance by using a custom algorithm for resizing the image to a much
larger size, so that the browser would not need to do the upscaling.
A third animation-related change would be to allow the user to change the
speed at which the animation is played. The relationship between time in the
animation and real-world time can make a difference in how the visualization
is understood, as noted previously in section 2.2.6.
The user could be allowed to select color schemes from either a pre-
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selected set — or even input their own colors. This is not very high on the
priority list, as it is more important that the visualization can be designed
with good colors in the first place. Letting the user change the colors to
potentially find new aspects of the data could be useful — in the end, the
point of a scientific visualization is to provide new insight into data.
A less obstructive background map would be a welcome change and allow
the user to focus on the data. The current map uses a rather dark grey for
water areas, which interferes with lighter colors in the visualization, making
them seem darker than they are. This can be solved by either creating
and providing hand-made maps, finding a map provider that produces maps
with minimal colors and information or modifying already-existing maps to
include less visual clutter.
An interesting, but potentially quite difficult task would be allowing the
user to input the address and parameters of any WMS server and visualize
the images. This would require extreme caution in order to not become a
security risk. Allowing users to use the service to download data from unknown sources needs to be treated very carefully. Additionally the tool would
need to be able to handle a multitude of exceptions and different situations
and parameters. These parameters include coordinates that might be in a
different system on the input and output servers, classification parameters
and different time zones that would make matching data from different layers
more difficult.
Some improvements to the actual usability of the tool could also be made.
The web page layout could be made to work better on smaller screen sizes.
It currently requires a rather large screen to keep the elements visible, readable and in proper order. Making the screen smaller causes multiple layout
problems that could be fixed if given some thought and time.
The tool does not handle missing images very smoothly. It does not crash,
but the user will never know why some time steps appear blank or the image
does not change. Showing the user some indicator that a certain image is not
available could make the situation clearer. As an addition to this, it would
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make the tool much more useful if the user was able to select the timeframe of
the animation — much of scientific data is available not only for a couple of
days, but years. Checking the data server for available dates and displaying
the list to the user to select from would be a powerful feature.

6.2

Conclusions

This thesis had two research questions that we were trying to find answers
to.
Is creating browser-side map visualizations with multiple data
sets possible?
Creating a visualization with just a web browser is possible. JavaScript
engines, the software that runs web applications, have developed into a fast
platform for not only text-based but also visual web pages and tools. This
allows fast software development of tools that can be run on nearly every
device even when doing pixel-level adjustments to incoming data.
There are certain problems and difficulties with using only front-end
JavaScript to create data visualizations. These are caused by the lack of
libraries able to handle binary data, such as NetCDF as well as security limits enforced by the web browsers. If these factors are taken into account,
there should be no trouble.
What factors should be taken into account when creating such a
visualization?
Visualizing two data layers on top of each other on a background map is
possible but requires careful planning to be useful. The visualization needs
to be planned according to the use cases and what aspects of the data should
be highlighted. The color palette needs to be chosen so that it produces a
meaningful image.
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These factors are not unique to multi-data-set visualizations. However,
with a single data layer the visualization remains relatively simple regardless
of how colors are chosen. With multiple layers the colors can mix and produce
unwanted results. The focus of the visualization should always be clarity
and simplicity. Classifying data in ways that allow the visualization to show
meaningful differences can be helpful.
All things considered, our initial questions were answered.

Creating

multi-layer visualizations on a background map by using only JavaScript
in a web browser is definitely possible. There are many factors that need to
be taken into account when creating visualizations, but the end result can
be a powerful tool.
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